Are We Reading the Same Brief? - by Judge Scott Schlegel

1of3

Are We Reading the Same Brief?

) . JUDGE SCOTT SCHLEGEL
NOV 04, 2025

y

Q6 D IO Share

comfirm compliance

Nsdidences sip shyop, cicrent mber dunrg.

ZEUTES it
Proeas i shar ¢ Wi avatcirbe g

She chonal be moercrolum, h
perens,

treat as urgent

e summarize only
favorable points

Product Ige, v sitsi Y it she paderren
HBery may sir
Per majerdeqe
dihat she page,

fetidee atoge cones
He consiter 4 fugir
imuniarcs gy, o, clidenc comp,

isimy i
C e ' indicate g

Hidden text in legal documents has been a problem for years, from embarrassing
metadata to failed redactions and accidental disclosures. I recently read about a “white
text” tactic in academia though where hidden words appeared to game automated
review and rankings. That made me wonder whether courts might face a similar issue
in the near future. As judges and clerks begin to use GenAl tools to summarize filings
and check compliance with court rules, will some litigants try to tuck instructions into
the invisible layer that only machines read in order to tilt what those tools produce? I
am not an Al security expert, so [ welcome those who are to weigh in. This is a

thought exercise. I hope it proves unnecessary.

Most judges trust what they can see on the page. A brief appears to meet the limit. A
black bar appears to cover protected information. Then a search returns terms that do
not appear in the visible text. Is that a glitch, an OCR artifact, or a hint that invisible
content is shaping how software reads the filing? The practical question is whether

our systems sometimes ingest one document while the judge reads another.
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By “white text,” I mean real characters inside a PDF that a person does not see. As I
understand it, this can happen when the font color matches the background, when text
is marked as hidden or set in tiny type, or when words are nudged just off the page so
they will not show in a normal view. In many scanned filings there is also an OCR-
created text layer that makes the document searchable. That layer sits behind the page

image. A human looks at the picture. The computer reads the text.

From what I've read, many search or analytics tools can read any text objects in the
file, including characters that are not visible on the page. That helps explain past
surprises like failed redactions or leftover boilerplate language. Products and settings
differ, so I do not claim this is universal, but the general pattern seems consistent.
People focus on what the page shows. Software often reads whatever text the file
contains. A PDF can hold both the visual page and a separate text layer at the same
time, and if text is present anywhere, many tools may pick it up even when a person

cannot see it.

GenAI shifts the stakes. When a GenAlI assistant summarizes a brief, it reads the full
text layer rather than only what appears to the eye. And if large language models are
built to follow instructions they find in text, unless the tool is constrained, it may not
distinguish between directions in a standing order and directions buried in a filing by
a bad actor. If that is right, invisible instructions could bias a summary, skew a
compliance check, or nudge a triage system. The method is simple. The consequences
are not. If one party can deliver guidance to the court’s tool that the judge never sees,

the adversarial system is in trouble.

You can picture the outcomes. A first-pass summary leans hard into one argument and
ignores another because hidden instructions told the tool to do so. An automated
review blesses a defective filing because an invisible sentence told the court’s case
management system to confirm compliance. A prioritization routine moves a matter to

the front because the hidden layer says treat as urgent.

I hope that I am wrong and that this article is way off base. It may be harder than I
think to influence an Al tool this way. Current court tools may already neutralize this
risk and vendors may strip hidden layers by default. And if that is true, the worry
fades.

The point is to surface the question before the first hard case. Courts run on trust that
the record a judge reads is the record the system processes. If hidden text can break

that link, we should know now and decide what to do about it together.
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